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LISA Simulations of Same-Different Judgments

Basic Operation of LISA


To provide an algorithmic account of the process of making sameness judgments at different levels of relational complexity, we simulated some of the basic findings of these experiments using an extension of the LISA (Learning and Inference with Schemas and Analogies) model of analogical mapping, This model is described most fully by Hummel and Holyoak (1997, 2003). Here we describe the extensions of the model that enable it to simulate reaction times to make sameness judgments at different levels of relational complexity.

LISA is an artificial neural network that generates and manipulates symbolic representations (e.g., O-same (Square1, Square1)).  The core of LISA's architecture is a system for dynamically binding relational roles to their fillers in working memory (WM) and encoding those bindings into static structures that enable mapping connections to be formed, and which can potentially be stored in long-term memory.  LISA uses synchrony of firing for dynamic binding in WM (see Figure S1).  Case roles and objects are represented in WM as patterns of activation distributed over a collection of semantic units (small circles in Figure S1); case roles and objects fire in synchrony when they are bound together and out of synchrony when they are not.  For example, to represent O-same (Square1, Square2), semantic units representing the first role of the O-same relation (O-same1) would fire in synchrony with semantic units representing Square1, units representing the second role of the O-same relation (O-same2) would fire in synchrony with units representing Square2; and the units representing O-same1 and Square1 would fire out of synchrony with the units representing O-same2 and Square2.2
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Figure S1.  Dynamic binding in LISA as used to represent the proposition O-same (Square1, Square2) in working memory.
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Figure S2. Static bindings in LISA for the proposition O-same (Square1, Square2).

In the present simulations, the crucial relations O-same, O-different, R-same and R-different are semantically symmetric, in the sense that the semantic units representing the agent role of a relation are identical to the semantic units representing the patient role.  In general, this will not be true in LISA.  For example, the semantics representing the agent (lover) role of the loves relation will tend to be very different from the semantics representing the patient (beloved) role; see Hummel & Holyoak (1997).  The semantics are symmetric in the current simulations because the relations themselves are inherently symmetric: If it is true that O-same (Square1, Square2), then O-same (Square2, Square1) is true in precisely the same way. For this reason, the pattern of activation shown in Figure S1 for the semantic units attached to the two roles, O-same1 and O-same2, is constant over time, while the pattern for the semantic units representing the two objects oscillates over time.


For purposes of structured comparison, every proposition also is coded as a set of static bindings (isomorphic to LISA’s long-term memory representations; see Hummel & Holyoak, 1997). This static coding enables analogical mapping to be performed. LISA posits a hierarchy of structure units (see Figure S2).  At the bottom of the hierarchy are predicate  and object  units.  Each predicate unit locally codes the semantics of one case role of one predicate.  For example, O-same1 represents the first role of the predicate O-same, and has bidirectional excitatory connections to all the semantic units representing that role; O-same2 represents the second role and is connected to the corresponding semantic units (see the Appendix for the semantics of these relations as represented in the current simulations).  Object units are just like predicate units except that they are connected to semantic units describing things rather than roles.

Sub-proposition  units (SPs) bind roles to objects in the hierarchy of structure units.  For example, O-same (Square1, Square2) is represented by two SPs, one binding Square1 to the first role of the O-same relation, and the other binding Square2 to the second role.  The Square1+first-role SP has bidirectional excitatory connections with Square1 and O-same1, and the Square2+second-role  SP has connections with Square2 and O-Same2.  Proposition (P) units reside at the top of the hierarchy and have bidirectional excitatory connections with the corresponding SP units.

The final component of LISA's architecture is a set of mapping connections between structure units of the same type in different analogs.  Every P unit in one analog shares a mapping connection with every P unit in every other analog; likewise, SPs share connections across analogs, as do objects and predicates.  In most simulations with LISA, the model is allowed to learn the values of these connections, that is, to discover what maps to what across analogs.  The process of learning these connections is the process of analogical mapping in LISA (see Hummel & Holyoak, 1997).  In the simulations described here, we assume that the reasoner knows the most basic mappings beforehand (e.g., the upper-left square in the sample corresponds to the upper-left in the test; the upper-right in the sample corresponds to the upper-right in the test). In the current simulations, the mapping connections between spatially corresponding structures (e.g., Square1 in the sample and Square1 in the probe) are fixed at 1.0, and mapping connections between non-corresponding structures (e.g., Square1 in the sample and Square3 in the probe) are fixed at –1.0.  

For the purposes of analogical mapping, retrieval and (in the current simulations) comparison, analogs are divided into two mutually exclusive sets: a driver and one or more recipients.  Retrieval, mapping and comparison are controlled by the driver: As P units in the driver become active, they generate (via their SP, predicate and object units) synchronized patterns of activation on the semantic units (one pattern for each role-argument binding).  The semantic units are shared by all analogs, so the patterns generated by the active proposition in the driver tend to activate units representing propositions in other analogs.  In simulations using LISA as a mapping or retrieval engine, this activation passing serves to guide mapping or retrieval, respectively (see Hummel & Holyoak, 1997).  

In the current simulations using LISA as a comparison engine, the semantic similarity between units in the driver and units activated in the recipient drive the same/different judgment: To the extent that LISA finds roles in the driver corresponding to semantically-similar roles in the filler (e.g., Color1 to Color1, or O-same to O-same), its assessment of the analogs’ sameness increases; and to the extent that it finds roles in the driver corresponding to dissimilar roles in the recipient (e.g., Color1 to Color3, or O-same to O-different), its assessment of the analogs’ sameness decreases.  LISA reaches a decision about whether the sample (which in these simulations serves the role of driver) is the same as or different from the probe (in these simulations, the recipient) by accumulating evidence for their similarity/difference in an integrator. Similar corresponding predicates cause the integrator to rise; dissimilar corresponding predicates cause it to fall.  When the integrator crosses a positive threshold, processing stops and LISA declares the sample and probe to be the same; when it crosses a negative threshold, processing stops and LISA declares the sample and probe to be different.  Differences between response criteria (perceptual versus O-Sameness versus R-sameness) are simulated strictly by varying which propositions (those describing the parts’ colors, the parts’ object-relations, or the object-relations’ system-relations) are allowed to fire most often. In the attribute-level condition, the objects’ colors are allowed to fire the most; in the relation-level condition, the object-relations (O-same and O-different) are allowed to fire the most; and in the system-level condition, the system-relations (R-same and R-different) are allowed to fire the most.
How LISA Decides Whether Two Structures are the Same or Different

To decide whether the sample matches or mismatches the probe, LISA maps elements of the sample (i.e., the driver) onto elements in the probe (the recipient).  It accumulates evidence of a match (versus a mismatch) between the sample and probe by means of an integrator, .  The integrator accumulates evidence that the predicates of the currently-active driver proposition either match or mismatch those of the currently active recipient proposition.  On each iteration, the integrator updates its value as
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where ai is the activation of predicate unit i in the driver, i is the importance of unit i, aj is the activation of predicate or object unit j in the recipient, cos(i, j) is the cosine of the angle between the semantic vectors of i and j (i.e., the semantic similarity of i to j), and  = 1 if cos(i, j) > 0 and 4 otherwise.  Setting  to 4 in the latter case weights negative cosines (which indicate dissimilar attributes or relations) four times more heavily than positive cosines (which indicate similar attributes or relations). This aspect of Eq. 1 reflects our assumption that a single mismatch carries much more weight than a single match (because a single mismatch is sufficient to make two things different, but a single match is not sufficient to make them the same). Importance () is set to 10 for all predicates and to 1 for everything else. (See Hummel & Holyoak, 1997, for a detailed discussion of the role of importance, or pragmatic centrality, in LISA's operation.)  The constant 0.005 is simply a rate constant that determines how fast LISA accumulates evidence for a match (versus a mismatch) between the sample and the probe.
When the integrator, , achieves a value greater than an upper threshold, +, processing stops and LISA declares the sample and test to be the same; when it achieves a value below a lower threshold, -, processing stops and LISA declares the sample and test to be different.  The upper and lower thresholds for stopping (+ and -) are set according to the sum of importance values among objects and predicates in the sample (i.e., driver).  Specifically, + and - are + and  (respectively) the quantity:
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where i are predicate units in the driver.
Simulation Results

To determine whether LISA can take advantage of cooperative processing at multiple levels of complexity as was observed for humans in the present experiments, two symbolic descriptions of two patterns were presented to the model. In each simulation, one pattern acted as the sample and driver, and the other acted as the probe and recipient.  To simulate trials occurring at attribute, relation, and system levels of complexity, colors, object-relations, or system-relations were respectively allowed to fire most often. The number of cycles required for LISA to reach a decision, that is, for the integrator to pass a positive ("same") or negative ("different") threshold served as a measure of the processing demand of the comparison at each level of complexity.
The simulations focused on the same set of “no-change” trials used to discriminate among alternative processing models in the experiments reported above (see Figure 5 in the paper for the comparable data from Experiment 1). (LISA is also able to make “change” judgments, but we did not attempt a detailed simulation of “change” trials as there are many different varieties of such trials, which were not varied systematically for our human subjects.) Figure S3 presents the mean cycles to a correct “no-change” judgment for each of these trials as simulated by LISA (see Appendix). Each mean is based on four separate runs of the program. We assume cycles to solution in LISA should predict the ordinal pattern of RTs for human reasoners. If cooperative processing at multiple levels improves performance in LISA as in humans (see Figure 5 in paper), fewer cycles should be necessary to attain threshold when the patterns are also the same with respect to lower complexity levels. At may be seen in Figure S3, the cycles-to-threshold measure in the system-level trials was lowest when the patterns were also the same at the attribute and relation levels (SSS), increased when patterns were the same at the relation level but different at the attribute level (DSS), and were highest when the patterns matched only at the system level (5374, 6728, and 8756 cycles, respectively). For the relation-level trials, fewer cycles were required when the patterns also matched at the attribute level (5254) than when they did not (6540). 

The number of cycles required to reach threshold for the no-change attribute-level trials (SSS) is also depicted in Figure S3. It is evident that, just as with humans, LISA’s solution time for SSS trials increases monotonically with the complexity level at which the decision must be made (3942, 5264 and 5374 cycles, respectively). For LISA, as for people, decisions are made on the basis of cooperative processing, rather than solely on the most specific complexity level that could yield a “no-change” decision.
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Figure S3.  Mean cycles to answer “no change” in LISA simulations for no-change trials as a function of criterial complexity level (attribute, relation, system) and trial type (SSS, DSS, DDS).   (Compare to human data shown in Figure 5 of paper.)
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Appendix

LISA Representations

In all simulations, the sample (driver analog) consisted of the seven propositions:
    P1: ColorA (Part1)
    P2: ColorA (Part2)
    P3: OSame (Part1, Part2)
    P4: ColorB (Part3)
    P5: ColorB (Part4)
    P6: OSame (Part3, Part4)
    P7: RSame (P3, P6)
Part1 refers to the colored square in the upper left, Part2 the upper right, Part3 the lower left, and Part4 the lower right.  ColorA and ColorB refer to two colors, and were connected to the semantics color a -c -d and color b -c -d, respectively.  Negation, as in "-c" in the semantics of ColorA, indicate a bidirectional inhibitory connection (with weight -1.0) between the predicate unit (here, ColorA) and the semantic unit (here, c).  Unless so negated, all predicate-semantic connections (as well as all other within-analog connections) have weights of +1.0.  OSame is the "object-sameness" relation, and RSame the "relational-sameness" relation.  The first and second roles of OSame were connected to the semantics compare, attrib, -relatn, same, sameb, osame, -diff and -odiff and to compare, attrib, -relatn, same, sameb, osame, -diff, and -odiff, respectively.  The first and second roles of RSame were connected to compare, -attrib, relatn, same, sameb, rsame, -diff, and -rdiff, and to compare, -attrib, relatn, same, sameb, rsame, -diff and -rdiff, respectively.
In the SSS simulations (SSS1, SSS2 and SSS3), the probe (recipient analog) was identical to the sample.  In the DSS simulations (DSS2 and DSS3), the probe was identical to the sample except that the parts' colors were changed as follows:
    P1: ColorC (Part1)
    P2: ColorC (Part2)
    P4: ColorD (Part3)
    P5: ColorD (Part4)
That is, Parts 1 and 2 were ColorC (rather than ColorA), and Parts 3 and 4 were ColorD (rather than ColorB).  ColorC and ColorD were connected to the semantics color c -b -a and color d -b -a, respectively.
In the DDS3 simulation, the probe consisted of the propositions:
    P1: ColorC (Part1)
    P2: ColorD (Part2)
    P3: ODiff(Part1, Part2)
    P4: ColorC (Part3)
    P5: ColorD (Part4)
    P6: ODiff (Part3, Part4)
    P7: RSame (P3, P6)
The first and second roles of ODiff were connected to compare, attrib, -relatn, -same, -sameb, -osame, diff and odiff, and to compare, attrib, -relatn, -same, -sameb, -osame, diff and odiff, respectively.  The first and second roles of RDiff were connected to compare -attrib, relatn, -same, -sameb, -rsame, diff and rdiff, and to compare -attrib, relatn, -same, -sameb, -rsame, diff and rdiff, respectively.
In the attribute-level simulations (where the response criterion is same colors; SSS1), the firing order was:  P1, P2, P4, P5, repeated twelve times or until LISA could decide whether the sample and probe were the same or different, whichever came first.  (In fact, LISA always decided before firing all twelve repetitions.) In the relation-level simulations (where the response criterion is same object-relations; SSS2 and DSS2), the firing order was: P1, P2, P4 and P5, followed by eight repetitions of P3, P6, or LISA decided same/different, which ever came first.  (LISA always decided before firing all eight repetitions.)  In the system-level simulations (in which the response criterion was same higher-order relation; DDS3), the firing order was:  P1, P2, P4, P5, P3, P6, then 18 repetitions of P9, or LISA decided same/different, which ever came first.  (LISA always decided before running all 18 repetitions.)
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